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Abstract

This paper presents an automated model for segmenting building objects in orthographic
images captured by unmanned aerial vehicles (UAVS) using deep learning and GIS
techniques. The proposed method consists of two phases: Phase 1 employs a two-stage deep
learning method (named YOLO-SAM) that uses YOLOv1l for coarse building
segmentation, followed by the SAM2 (Segment Anything Model) algorithm to refine and
enhance the results. Phase 2 further processes this shapefile using a series of geometry-based
post-processing techniques, including the Douglas-Peucker algorithm for boundary
simplification and curve smoothing to optimize the overall shape. The approach achieves
high segmentation accuracy (~mAP of 0.75) and provides a scalable, practical solution for
mapping in Vietnam. Unlike previous methods, this approach stands out by combining
YOLOv11 and SAM2 for accurate, detail-rich segmentation, and by integrating this with
GIS-based post-processing in a unified, efficient pipeline.
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1. Introduction

Building detection from aerial imagery has become a critical task in urban planning,
disaster management, and infrastructure development. The availability of high-resolution
orthographic images from unmanned aerial vehicles (UAVS) has spurred significant
research over the past five years, particularly with the integration of deep learning and
geographic information systems (GIS). Commercial tools like ArcGIS Pro, developed by
Esri, have emerged as powerful platforms supporting machine learning (ML) and deep
learning (DL) workflows for geospatial tasks, including building segmentation. This
section surveys these capabilities, evaluates prior studies globally and in Vietnam, and
highlights the novel contributions of the proposed method.

In recent years, there has been a growing trend of applying deep learning techniques
to building footprint extraction from remote sensing imagery due to their ability to capture
complex spatial patterns. Table 1 summarizes several representative studies employing
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deep learning models, demonstrating advancements in both accuracy and computational
efficiency. These include architectures like U-Net, ResNet, and DeepLabV3+ that focus on
semantic segmentation tasks. Some studies explore hybrid methods that integrate CNNs
with attention mechanisms or use high-resolution datasets to refine outputs. In addition to
segmentation-based models, object detection approaches have gained popularity for their
real-time capabilities. Among them, YOLO-based methods have shown significant
potential. For instance, Chang et al. proposed YOLOvV5ds-RC to enhance building contour
detection, achieving accuracy of 0.8849. These examples highlight YOLO’s adaptability

and effectiveness when customized for building extraction tasks.

Tab. 1. Summary of recent deep learning-based methods for building footprint extraction
from remote sensing imagery

No.| Reference | Method/Model | Main Contribution Dataset Results
BFGAN
1 Shi et al. (Conditional Improved building Satellite images Outperformed
(2019) [1] |GAN + WGAN |boundary extraction 985 |U-Net in accuracy
Loss)
. Mapping wildland- .
Huang and  |Mobile-UNet + . 3 counties, ) i
2 Jin (2022) [2]|GAN urt_)an_ interface California F1-score: 0.62-0.75
buildings
Dimitrovski U'NEt ensemble Geometric averaging . .
(VIT, Multiple remote|Top-tier
3 letal. (2024) C to enhance ina d £
3] onvFormer, segmentation sensing datasets [performance
EfficientNet)
4 2:2?::;;” and U-Net + chlngrzggT;rnﬁ?gng Massachusetts |loU: 82.2%, F1: 0.9,
- ano
(2022) [4] ResNet50 areas Building dataset|Accuracy: 90%
. . Higher accuracy
5 Dengetal. |Hybrid Task Isvelu:;[]le:i\;gl()lr??/f/??hce 3 datasets than traditional
(2023) [5] Cascade (HTC) g . instance
box-mask fusion .
segmentation
Li and Zhao D_eepLabV_3+ Clearer bou_ndarles High-res Slgnlflcanj[
6 with attention  |[and semantic o segmentation
(2022) [6] ; - satellite images |.
mechanism segmentation improvement
NPSFF-Net Strong semantic Aerial
7 Guo et al. (Pseudo-Siamese extra(?tion Massa’chusetts loU: 89.45%,
(2024) [7] |+ Feature R . ' [71.88%, 68.72%
; generalization Satellite
Fusion)
Semantic Accuracy: 0.8849,
Chang et al. . AP@0.5: 0.75863,
8 (2025) [8] YOLOv5ds-RC seg_mentatlon + edge |Gaofen-2 MAP@0.5-0.95:
refinement 0.47338
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In general, the trend of related research in recent years has been to applying deep
learning architectures like GANs, U-Net, Mobile-UNet, and variations of YOLO to solve
this problem. These methods achieve high accuracy but still face challenges, especially
in complex urban areas with varied building shapes, roof materials, and occlusions. Pixel-
based segmentation may result in inaccurate boundaries when buildings are adjacent or
partially hidden. The lack of height data in orthophotos also limits extraction precision.
While tools like ArcGIS Pro provide pretrained models, they are not tailored for UAV
imagery or Vietnam’s architectural diversity, and few methods offer an end-to-end
solution compatible with GIS workflows. The novelty of this approach is highlighted in
several key aspects:

Proposed algorithm: A two-stage algorithm, YOLO-SAM, is proposed by
integrating YOLOv11l and SAMZ2 to address the specific challenges of building
segmentation, significantly enhancing both accuracy and detail in the results.

(1) Full pipeline integration: The approach seamlessly integrates Al-driven
segmentation with GIS post-processing, ensuring a streamlined workflow that generates
a refined shapefile.

(2) Vietnam-specific adaptation: The proposed method is customized for the
Vietnamese context by leveraging UAV imagery and a compact, locally-sourced dataset,
ensuring scalability and effectiveness in resource-constrained environments.

The paper is structured as follows: Section 2 describes the methodology, Section 3
presents the results, and Section 4 concludes with key findings and contributions.

2. Methodology

2.1. Deep learning algorithms

In this work, the authors utilize two core deep learning algorithms: YOLOv11 for
object detection and SAM2 for image segmentation.

YOLOvV11 [9] (Fig. 1a), which stands for “You Only Look Once version 117 is an
advanced real-time object detection model designed to detect objects within an image in
asingle pass. It divides the input image into an SxS grid, where each cell predicts multiple
bounding boxes, including the center coordinates (x,y), width (w), height (h), an
objectness score, and class probabilities. This structure enables YOLOV11 to efficiently
detect multiple objects of varying sizes and categories within an image. The architecture
of YOLOv11 is composed of three main components: the Backbone, Neck, and Head.
The Backbone processes the input (e.g., 640x640x3) using CSP blocks (C2PSA, C3K2),
SPPF, and CBS with SiLU to extract feature maps. The Neck enhances features with
upsampling, concatenation, and PSABIock attention, combining multi-scale features via
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Bottleneck. The Head generates three prediction heads (Headl, Head2, Head3) with Conv
and Split operations for bounding boxes, scores, and class probabilities at different scales.
This compact design with attention and multi-scale fusion suits real-time detection,
including geographic objects from UAV or LIDAR data.

SAMZ2 [10] (Fig. 1b), which stands for “Segment Anything Model 2”, is a powerful
and flexible image segmentation algorithm designed to generate precise pixel-level masks
for any object in an image, regardless of predefined class labels. The model first extracts
rich visual features through convolutional backbone networks, capturing both local and
global image context. These features are then passed through a segmentation head, which
predicts binary or multi-class masks that delineate object boundaries. To optimize
performance, SAM2 is trained using a pixel-wise cross-entropy loss function, enabling
accurate segmentation even in complex or diverse visual scenes.

A
l[ Input |
| FiE ‘ o H ps ‘ |MaxpnanConcatH CBS | | Bottleneck }—l_’[ CBS H CBS I—»@—»
640x640<3 |

Conact

(a) YOLOv11 architecture [11]

, SCOl
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ATeee embedding Mask  points box text

valid masks
(b) The Segment Anything Model (SAM)
Fig. 1. The two main deep learning algorithms of the YOLO-SAM model.
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2.2. The post-processing algorithms

The Douglas-Peucker algorithm [12] (Fig. 2a) is a classic geometric simplification
method used to reduce the number of points in a polygonal chain while retaining its
essential shape. Given a sequence of points representing an object contour, the algorithm
recursively eliminates points that contribute the least to the overall geometric structure
based on a defined tolerance threshold €. It begins by connecting the first and last points
in the sequence with a straight line segment and then calculates the perpendicular distance
from each intermediate point to this segment. The point with the maximum distance dx is
identified using the formula:

|(Xn B Xo)(Yo B yk) - (Xo B Xk)(yn B yo)|
JOG=%) + (Y, = ¥o)’
where P, =(X,,Y,) and P, =(X,,Y,) are the endpoints of the segment, and B, =(X,,Y,)

d, =

@)

is any intermediate point in the sequence. This formula computes the perpendicular
(shortest) distance from P, to the line segment P,P,. If d, > ¢, that point is preserved, and

the algorithm is recursively applied to the two new segments: from the start to the farthest
point and from the farthest point to the end. If all distances are below e, intermediate
points are discarded. This approach effectively retains major shape-defining vertices
while removing redundant data, making it particularly useful for simplifying complex
boundaries in image segmentation outputs.

Original Smoothed
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(a) The Douglas-Peucker algorithm (b) The buffer in - buffer out technique

Fig. 2. The post-processing algorithms.

The buffer-in buffer-out technique (Fig. 2b) is a morphological post-processing
method used to smooth the contours of segmented objects. This technique consists of two
sequential geometric operations applied with the same buffer radius. In the first step, the
object boundary is expanded outward (buffer-in), effectively filling small gaps and
bridging narrow indentations. In the second step, the expanded region is contracted back
to its original scale (buffer-out), removing minor protrusions and sharp corners that may
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have resulted from pixel-level irregularities. By combining expansion and contraction,
this approach produces smoother and more visually coherent object boundaries, while
preserving the essential structure and shape of the segmented region.

3. The proposed method

The pipeline of the proposed integration process for deep learning and geometric
algorithms to extract building boundaries from UAV images consists of two main stages:
(1) Identifying building objects using the YOLO-SAM deep learning model, and (2) Post-
processing segmentation results to refine building boundaries with geometric algorithms.
The details of the steps are shown in Fig. 3.
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Step 5: The post-processing using GIS techniques
Fig. 3. The pipeline of the proposed method.

The input image data consists of UAV flight area orthophotos (in .tif format) and
vector data of these areas (in .shp format). The detailed processing steps for stage 1 are
as follows:

Step 1. Data labeling

In this study, the authors employed two methods for data labeling. The first method
involved using Roboflow to manually label each building in the images. The second
method was automatic labeling using pre-digitized GIS data of buildings from UAV
orthophoto maps of Vietnam. The authors developed a tool that enables automatic
labeling on UAV orthophotos using existing vector data layers. The labels are normalized
to match the input format required by the YOLO-SAM algorithm.
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Step 2. Data preprocessing

It is important to note that processing the entire image at once can be very time-
consuming, memory-intensive, and especially unsuitable for deep learning algorithms.
To solve this issue, rather than using the entire image, we divide the image into grid cells
to reduce the input size, speeding up the processing time and improving efficiency. In this
study, the solution involves cropping the images and their corresponding labels into
256x256 pixel grid cells. The labels are then further normalized to fit the deep learning
model’s input format.

Step 3. Training and refining with YOLO-SAM model

The YOLO-SAM model consists of two main processing steps. First, the YOLOv11
model is trained and then used to detect coarse building regions in the images. These
roughly detected building regions are subsequently refined using the SAM2 model. In the
first step, the dataset is divided into three subsets: training (train), validation (validation),
and testing (test) in a ratio of 7:2:1. The training set is used to update the weights of the
neural network, the validation set is used to evaluate the current model to detect if
overfitting is happening, which allows us to select the optimal point to stop training, and
the test set is used to evaluate the model's final performance on new data. A sufficiently
large, diverse, and accurately labeled dataset is a key factor in ensuring that the YOLO-
SAM model learns effectively and generalizes well.

In the second step, the coarse building regions detected by the YOLOv11 model are
used as input prompts for the SAM2 (Segment Anything Model) to perform fine-grained
instance segmentation. SAM2 is a powerful transformer-based model capable of
producing high-quality segmentation masks given various types of prompts such as
bounding boxes, points, or text. In this context, the bounding boxes generated by
YOLOv11 serve as box prompts that guide SAM to extract precise building boundaries.
The integration of SAMZ2 enables the refinement of the building shapes, addressing the
limitations of YOLO's bounding box output, which typically lacks accurate contour
information. SAM processes each detected region and generates a binary mask that
closely matches the actual shape of the building, effectively enhancing the segmentation
performance, especially in complex urban scenes with irregular or adjacent structures.

Step 4. Model testing

In this step, the test orthophoto is divided into smaller images according to the same
grid pattern used for training. Each smaller image is then passed through the YOLO-SAM
model to detect building objects. Once the processing of all small images is complete, the
results are stitched together. It is important to note that when the dataset is divided into
grid cells, the images are cropped with overlaps using a sliding window technique. This
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ensures that objects located at the edges of the image tiles are fully captured. However,
this overlap leads to some objects being detected multiple times. To address this, the Non-
Maximum Suppression (NMS) algorithm [13] is applied to eliminate redundant
detections. NMS works by selecting the bounding box with the highest confidence score
and suppressing all other overlapping boxes based on a predefined Intersection over
Union (loU) threshold.

After the building objects are recognized in the large orthophoto, the coordinates
of these objects are still in image coordinates (row, column format). The next step is to
reconstruct the actual geographic coordinates of the building polygons based on the
corner coordinates of the bounding boxes and the pixel resolution of the image. This
converts the image-based representation into a vector-based format. The final output is a
shapefile map containing building polygons. This map will be further processed in the
next stage to generate the final result.

Step 5. The post-processing using GIS techniques

a) Simplifying building polygon shapes

The building polygons obtained from YOLO-SAM often have a large number of
vertices and jagged edges. The Douglas-Peucker algorithm is applied to simplify the
polygons by reducing the number of vertices while maintaining the overall shape of the
building. The algorithm iteratively selects key vertices that are further than a specified
epsilon threshold from the straight line connecting the two endpoints.

b) Smoothing and refining building boundaries

The smoothing method applies a buffer in - buffer out technique to round sharp
corners and smooth the edges of the polygon. This process helps eliminate small jagged
details and improves the visual quality of the object shape. After smoothing, the system
ensures geometric validity and retains only the main polygon if the result is a
multiPolygon. The final result is stored as a GIS data layer with both geometric and
semantic attributes.

4. Results and discussion

4.1. Experimental datasets

The training dataset consists of images from various regions, which were
preprocessed and reformatted for model compatibility. Specifically, it is a combination
of three different datasets:

- Kaggle Mapping Challenge [14]: A random selection of 15,000 images from
a larger dataset of approximately 280,000 images (Segments and Maps for
Identifying Objects).
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- Roboflow Labeled Dataset [15]: A pre-labeled dataset containing 16,429 images
from the Buildings Instance Segmentation Computer Vision Project.

- UAV Orthophoto Dataset (Vietnam): Manually labeled orthophotos captured in
2022 by the DJI Matrice 300 RTK at an estimated altitude of 300-500 m in Go Cong
town, Tien Giang province, with a spatial resolution of 0.2 m/pixel in the RGB band.

4.2. Input parameter configuration
Below is the input parameter configuration table (Tab. 2) for the YOLO-SAM algorithm:
Tab. 2. YOLO-SAM input parameter configuration

Parameter Value Description
tile_size 256 Tile size in pixels
batch_size 8 Number of tiles per batch
epochs 200 The number of times the dataset is used in training
iou 0.7 Intersgction over Union (loU) threshold for object

detection

confidence 0.25 Minimum confidence threshold for YOLO (0-1)
generalization_tolerance 0.5 Generalization tolerance for polygons (meters)
buffer_size 0.5 Buffer size for polygon smoothing

4.3. Experimental results
a) Training time

To evaluate training time, the proposed algorithm with the configuration was
executed on a machine equipped with an AMD Ryzen 5 5600H CPU, 32 GB RAM, and
an NVIDIA GeForce RTX 3050 Ti Laptop GPU. On a subset of 1,530 images (256x256
resolution), the algorithm achieved an average training time of 36.39 + 1.46 seconds per
epoch. Training time may vary depending on the size and complexity of the dataset.
b) Performance of the YOLO-SAM algorithm

The metric used to evaluate the model's accuracy is Average Precision (AP) in
Eq. (2) [16], [17], which represents the area under the Precision-Recall (PR) curve at a
specific Intersection over Union (loU) threshold. In this study, AP is calculated at an loU
threshold of 0.5, meaning a prediction is considered correct if its overlap with the ground
truth is at least 50%. A higher AP at this threshold indicates that the model is more
accurate and reliable in detecting objects with reasonable localization precision.

n-1
AP =" (Recall, , —Recall;) x Precision,,, 2
i=0
where Recall,,;,Recall; are the recall rates at points i+1 and i on the curve (measures
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how many actual buildings are correctly detected); Precision,, is the precision at point

i+1 on the curve (measures how many detected buildings are actually correct). The
detailed experimental results are shown in Figs. 4-9. Observing the error measurement
plots in Fig. 4 during the training process, it can be seen that the training results of the
YOLOv11l model show a stable decrease in all training losses (box, segmentation,
classification, and distance focal loss), indicating effective learning. However, the
validation losses, especially segmentation and box loss, show a slight upward trend after
a certain number of epochs, suggesting signs of overfitting. Precision and recall metrics
for both building detection and mask segmentation gradually improve, though the recall
remains relatively stable. The model achieves a high mAP@50 for buildings (~0.75) and
masks (~0.69), reflecting strong object detection performance. However, the lower and
more fluctuating mMAP@50-95 values suggest that the model’s performance varies across
different loU thresholds. Overall, the model generalizes well but could benefit from early
stopping or regularization to reduce overfitting and improve segmentation stability.

trainjbox_loss train/seg_loss trainjcls_Joss train/dfl_loss metrics/precision(B) metrics/recall(8) metrics/precision(M} metrics/recall(M)
0.76

—— results | 0,900 0.680 073
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0.850 0.670
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0.800 0.660 0.70
1.20 : 0.775 0.655

0.750 0.650
(1] 50 100 0 50 100 [ 50 100 0 50 100 o 50 100 o 50 100 o 50 100 0 50 100
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Fig. 4. Training model results plots.

Figure 5 illustrates the Precision-Confidence curve which shows how the model's
precision varies with increasing confidence thresholds. Based on the chart, the model
demonstrates good discrimination ability, achieving high precision at higher confidence
levels, which indicates reliable predictions. However, a clear trade-off between precision
and recall is observed: as confidence increases, precision improves while recall decreases,
meaning more true positives are missed. The F1-score peaks around a confidence threshold
of 0.3-0.4, representing the optimal balance between precision and recall. Overall, the
model performs well, and adjusting the confidence threshold allows for tuning between
accuracy and completeness depending on specific application requirements.
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Fig. 5. The model's precision curve.

T R Y iR

(d) Simplification
and vectorized image results and smoothing processing result
Fig. 6. Building segmentation and post-processing results.

Additionally, the results of segmenting building objects were qualitatively
evaluated by visualizing certain areas in both the training and test images (Fig. 6).
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YOLO-SAM successfully detected most of the building blocks, even for those with
unusual shapes like L-shaped, U-shaped, or partially occluded structures. However, there
are still some difficult cases, such as dilapidated houses, reflective tin roofs, or structures
obscured by dense foliage, where detection was missed or segmentation was inaccurate.
These are the main error cases that lead to a decrease in the average precision (AP) value.

To visually illustrate the improvements in boundary accuracy, Fig. 7 compares the
results of using YOLO only (left) versus the proposed YOLO-SAM method (right). It is
evident that the YOLO-only approach produces rough segmentation masks with jagged
edges and excessive detail, leading to irregular building outlines. In contrast, the YOLO-
SAM method refines these boundaries, making them smoother, more regular, and better
aligned with real-world structures. This improvement is particularly noticeable for
buildings with complex shapes, where the integration of SAM helps enhance
segmentation accuracy.

(a) Building boundary extraction (b) Improved building boundary extraction
using YOLO only using YOLO-SAM

Fig. 7. Comparison of building boundary extraction: YOLO only vs. YOLO-SAM.

Figure 8 illustrates the comparison between building segmentation results using
YOLO-SAM (left) and the refined boundaries after applying the Douglas-Peucker
algorithm (right). YOLO-SAM demonstrates fast and accurate building detection;
however, the extracted boundaries still contain excessive details and distortions due to
segmentation noise. After applying the Douglas-Peucker algorithm, the boundaries are
smoothed, reducing unnecessary vertices while preserving the overall building shape.
This combination optimizes the data, making it more suitable for GIS applications and
automated urban mapping.
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(a) Building segmentation results (b) Refined building boundaries after
using YOLO-SAM applying the Douglas-Peucker algorithm
Fig. 8. Comparison of building segmentation results: YOLO-SAM vs. Refined boundaries
with Douglas-Peucker simplification.

4.4. Discussion

Based on the achieved results, it can be observed that the proposed YOLO-SAM
method offers significant advantages over traditional building boundary extraction
techniques. By integrating deep learning with geometric algorithms, it automates most of the
process, reducing reliance on manual digitization or fieldwork. This improves efficiency,
cutting down time, effort, and workforce while enhancing large-scale mapping productivity.

YOLO-SAM leverages deep learning’s ability to extract hierarchical image
features, ensuring a clear inference process from object detection to smooth boundary
refinement. Training on high-resolution UAV data enhances the method’s adaptability to
local contexts, but a more diverse dataset is needed to improve robustness. However,
challenges remain in complex environments where buildings may be misclassified or
missed (Fig. 9) due to dense vegetation, occlusion by other structures, or shadows. To
mitigate these issues, integrating additional data sources, such as LiDAR-derived
elevation models, including Digital Surface Models or Digital Terrain Models, could
enhance detection accuracy by providing valuable height information.

In summary, despite these advancements, the proposed post-processing framework
still has certain limitations. First, the final accuracy is highly dependent on the IoU
threshold used in the YOLO-SAM model. If a building is missed during the initial
detection, post-processing alone cannot recover it. Second, parameter selection for key
steps such as tolerance and buffer size is currently manual, relying on experience and
trial-and-error. Automating this tuning process for varying image conditions remains an
open challenge. Last, the method struggles with highly occluded, fragmented, or
irregularly shaped buildings, where segmentation errors may still occur.
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(a) Misidentifying buildings on roads (b) Misidentifying buildings
(due to lighting effects) on agricultural land

(c) Failing to detect buildings (d) Partially detecting buildings (due
to occlusion by trees)
Fig. 9. Examples of challenging cases for the YOLO-SAM algorithm.

5. Conclusion

The rapid and accurate extraction of building boundaries is essential for updating
geographic databases in fast-growing urban areas. This study proposes an automated two-
stage solution that integrates deep learning (YOLO-SAM) with geometric algorithms
(Douglas-Peucker, smoothing filters) to refine building boundaries from high-resolution
UAYV imagery. Initial experiments on some UAV datasets demonstrate that this method
significantly improves segmentation accuracy while reducing the time, cost, and manual
effort required compared to traditional approaches. By leveraging YOLOv11’s fast
detection and SAM’s precise segmentation, YOLO-SAM efficiently extracts buildings at
scale. However, challenges remain due to variations in building structures, occlusions,
and environmental conditions. While geometric post-processing enhances boundary
quality, further refinements are needed to fully automate the process. Future
improvements should focus on enhancing model generalization, optimizing post-
processing techniques, and integrating additional data sources for greater accuracy in
complex environments.
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PHAN DOAN TU PONG POI TUONG NHA TU ANH TRUC GIAO UAV
SU DUNG CAC KY THUAT HOC SAU VA GIS

Vii Vin Truong!, Truong Thi Thu Trang?
YWién Ky thudt cong trinh ddic biét, Truong Pai hoc Ky thudt Lé Quy Pén
2Khoa Ngoai ngit, Trieong Pai hoc Ky thudt Lé Quy Pén

Tom tat: Bai bao trinh bay mot mo hinh ty dong dé phan doan dbi twong nha trong anh
truc giao chup bdi may bay khong nguoi lai (UAV), st dung hoc séu va céc k¥ thuat GIS. Phuong
phap dé xuit gdbm hai giai doan: Giai doan 1 4p dung phuong phap hoc siu két hop (c6 tén 1a
YOLO-SAM), trong d6 YOLOV1 1 dugc sir dung dé phan doan so b cong trinh, sau d6 thuat toan
SAM2 tinh chinh va nang cao két qua. Giai doan 2 xir Iy k§ hon tép shapefile bing cac k¥ thuat
hau xir Iy dya trén hinh hoc, bao gdm thuat toan Douglas-Peucker dé don gian hoa bién va lam
muot dudng cong nham tdi wu hoa hinh dang tong thé. Phuong phap nay dat do chinh xac phan
doan cao (~mAP khoang 0,75) va cung cap mot giai phap thyc tién, c6 kha ning mé rong dé lap
ban d6 tai Viét Nam. Khac v6i cac phuong phép trude ddy, phuong phap nay ndi bat nho st dung
thuat toan két hop YOLOv11 va SAM2 dé phan doan chinh xéc, chi tiét, va nho tich hop thuat
toan hoc sau YOLO-SAM véi cac ki thuat hau xtr 1y dwa trén GIS trong mét quy trinh thong nhat,
hiéu qua.

Tir khéa: Phan doan nha; UAV; hoc sdu; GIS.
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